
OPENING UP
THE BIG DATA FRONTIER
Organizations of Any Size Can Derive Competitive Advantages From Big Data 

We are entering a new era where data is generated at such an extreme volume 
and pace that we can only understand it as an abstract concept. Today’s nearly 
five billion cell phone users and nearly one billion Facebook* users help generate 
this flood of data, but that’s only a slice of the whole pie. Everyday the global 
online population contributes videos, images, audio, clickstreams, texts, emails, 
and more. Networked sensors in businesses, homes, cars, and various other 
public venues add even more to the data deluge. 

For a long time, businesses have used data to inform their decisions and help 
improve services and customer experiences – this is known as business 
intelligence (BI). The wealth of information that exists today presents an even 
greater opportunity to cultivate BI, however, the magnitude of the data that’s 
available overwhelms traditional BI infrastructures. One of the most urgent 
issues facing CIOs and IT managers today is figuring out how to wrangle this 
data, known as “big data”, in a manner that is efficient and economical.

The infrastructure needed to meet the technical challenges of big data, and 
the price tag attached to that infrastructure, have long been the hurdle that 
prevents most businesses and enterprises from incorporating big data into 
their BI hierarchy. However, advances in high-performance computing (HPC), 
storage, and cloud computing have led to breakthrough innovations in 
on-demand, cloud-based supercomputing resources, which support big 
data storage and analysis. 

The end result is that big data is no longer a resource reserved for Fortune 
500 companies that can afford a warehouse-sized supercomputer. Now, 
with support from cloud computing industry leaders Intel and Amazon Web 
Services (AWS), businesses of any size can make use of big data in a way 
that is both affordable and efficient. 
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REAL-WORLD SUCCESS CASES
Before diving into the “how” and “what” of big data, it’s important to understand 
the potential and benefits that big data can deliver for public or private 
institutions, and how these benefits trickle down to the end-users or customers. 
Organizations that harness the power of big data can derive actionable insights 
about the way they conduct business or interact with customers. This can lead 
to workflow optimizations, enhanced services, reduced costs, and improved 
customer satisfaction. 

A number of businesses and public organizations already do this today. 
Retailers use data from social media discussions, trending subjects, and “shadow” 
data – such as website metadata or tracking cookies that store user’s web surfing 
histories – to understand customer desires and habits. With this information, 
retailers can target their advertising to be most relevant to users on an individual, 
case-by-case basis. For example, users will receive emails that offer discounts for 
products they previously searched for online. Thanks to big data, retailers can 
accomplish this with a level of specificity and granularity never before possible.

That’s not the only example. Financial firms such as banks, lenders, and 
investment firms use big data to monitor credit card transactions, bill payments, 
and account activity in real time. The instantaneous and spontaneous nature of 
big data – that is the ability to provide insights in a matter of seconds, minutes or 
hours instead of days – enables financial firms to detect and respond to unusual 
activity the moment it happens, helping to prevent fraud and to prevent it from 
affecting customers. Firms can also speed up the recovery of lost assets and 
establish stronger countermeasures against illicit activity. 

Perhaps the most familiar experience of big data for end users is the delivery of 
online radio or television content. Publishers and over-the-top content providers 
such as Netflix* or Hulu* use big data every day to store, sort and categorize 
subscriber selections, which they then use to make recommendations and filter 
search results with greater accuracy. The end result is a more satisfying customer 
experience and higher user retention. 

Big data isn’t just for the private sector. Public transportation departments have 
been using big data to monitor roadway conditions, which they can use to 
predict and relieve traffic congestion or respond quickly to accidents. Similarly, 
utility companies use big data to monitor areas of higher-than-normal usage on 
power grids. With this information, they can help transfer power to balance grids, 
respond to outages, and improve overall efficiency and reliability. 
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LAYERING STORAGE 
AND COMPUTE INFRASTRUCTURE

EXTRACT, TRANSFORM AND LOAD

Big data exists on a massive scale. For comparison, consider 
that your personal computer’s hard drive stores gigabytes 
of data. Traditional BI infrastructures store up to terabytes 
of data (1 terabyte = 1,000 gigabytes). The data sets found 
in big data range in the scope of petabytes (1 petabyte 
= 1,000,000 gigabytes), and they are constantly growing. 

Traditional storage solutions cannot keep up with this influx 
of data. Part of the challenge is that big data, while massive 
and constantly expanding, is also made up of many differ-
ent types of information; pictures, videos, audio tracks, text, 
emails, metadata, sensor readings, and much more. 
Heterogeneous mixtures of data add a new layer of 
complexity to the sorting, storage, and analysis process. 

Once data has been gathered, it must then be aggregated, 
pre-processed, and stored. Traditional means of BI have 
been doing this for years in a process known as Extract, 
Transform and Load or ETL. Because of its size, scope, and 
heterogeneity, big data overwhelms typical ETL strategies. 
One method to address this problem in a cost-effective 
manner is to incorporate Apache Hadoop,* which has 
emerged as the de facto platform for addressing big data 
aggregating and sorting needs.  

Inspired by the same technology used by Google to power 
its search engine, Hadoop is open source software that 
implements a programming model known as MapReduce. 
It works by breaking up incoming streams of data into 
pieces, and then runs several simple operations in parallel 
to rapidly sort the pieces. Hadoop supports all data types 
and can operate across tens, hundreds, or even thousands 
of servers, which makes it the perfect framework to 
complement and address big data needs. 

In a typical setup, once the data has been sorted, the 
Hadoop Distributed File System (HDFS) stores the results 
on low cost storage devices that are built into or directly 
attached to servers in the main processing cluster. Because 
of the scale of processing power and the number of 
servers involved, the repository for all this data is referred 
to as a data warehouse. At this point in the process, the 
data is ready for analysis, visualization, or other uses. 
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ANALYSIS 
AND INTERACTIVE QUERIES

PREDICTIVE ANALYTICS

FROM PREDICTIVE TO PRESCRIPTIVE 

A data warehouse provides a centralized staging area 
for BI functions, namely data visualization and a 
procedure known as online analytical processing (OLAP). 
OLAP is a collection of methods whereby data can be 
retrieved through interactive query from a database 
and viewed at different hierarchies, or different levels of 
granularity. Traditional BI uses OLAP in some instances 
as the primary method of analysis. 

However, the same challenges associated with big 
data gathering and storage – size, scale, and constant 
growth – also affect the analytical process and must be 
addressed in order to achieve results. CIOs and IT 
managers have overcome hardware challenges by 
combining servers, storage, database, and management 
systems into highly optimized integrated infrastructures. 
This helps to eliminate latencies and overhead 
associated with shuttling data back and forth between 
servers and storage. 

Big data analytic techniques go beyond data mining 
and visualization. Whereas prior models seek to 
answer the questions “what happened” and “why did it 
happen”, new models build upon these questions and 
seek to predict what is likely to happen based on all 
available data. This includes taking into account the 
spontaneously generated, on the spot, real-time data 
from sources such as sensors, clickstreams, and social 
media. This type of analytics is referred to as predictive 
analytics; when you hear “big data,” think of predictive 
analytics (and vice versa).

Predictive analytics is based on an inductive approach 
to data, which makes no presumptions of patterns or 
relationships – that is, predictive analytics does not 
begin with a pattern and look for clues within the data 
that match the pattern, but rather it looks to see what 
pattern arises from the data itself. This type of analysis 
uses algorithms to perform complex calculations 
specifically designed to run against vast, heterogeneous 
volumes of data.

While it may seem that the size, scope, and constant 
growth of big data would be a hindrance to finding 
new patterns, this in fact complements the overall 
process. Introducing new coefficients and factors allows 
algorithms to discover new correlations and strengthen 
the relevance of the predictive model, making the 
algorithm more accurate. 

The value behind predictive analytics is its ability to 
recognize patterns and relationships from past events 
and use that information to predict future outcomes. 
Retailers and content providers do this every day (see 
Real World Success Cases, above), although it’s important 
to understand how services that are used more and more 
frequently become better and more accurate with each 
subsequent use. 

Another valuable use model to be gained from big data 
is known as prescriptive analytics. Whereas predictive 
analytics identifies correlations in the past to predict what 
will happen in the future, prescriptive analytics asks what 
could happen if the historical pattern is changed. Using 
this method, prescriptive analytics can generate various 
alternatives and scenarios for consideration in seeking 
a specific outcome, or trying to streamline a current 
process/workflow. This is mostly applicable portfolio 
or business optimization and risk management. 
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WHAT AMAZON AND INTEL OFFER
Now that we have a grasp of the nuts and bolts behind big data, including the 
tools involved and the business benefits it promises, the next step is execution. 
However, not all businesses have the resources to build a warehouse full of storage 
and servers to support a big data-ready infrastructure. That’s where AWS and Intel 
enter the picture.

AWS offers cloud-based supercomputing resources, available at an economical 
pay-as-you-go rate. Even small businesses can get into the predictive analytics 
game and derive the same benefits and competitive advantages from big data 
that previously only top-tier enterprises could afford. Because these services are 
hosted in the cloud, users don’t need to invest in extensive on-site hardware! 

Services available through AWS encompass many of the big data tools and 
techniques discussed in this paper. Amazon Elastic MapReduce (Amazon EMR) 
allows users to process vast amounts of data and utilizes a hosted Hadoop 
framework running on the scalable, cloud-based Amazon Elastic Compute 
Cloud (Amazon EC2). 

This platform is robust enough to handle massive workloads, even by big data 
standards. The Amazon EC2 is ranked as one of the world’s fastest supercomputers 
by Top500.1 Large enterprises can benefit from the extreme performance of 
on-demand cluster compute resources that AWS has to offer. 

Intel has made extensive contributions to open source projects such as Linux*, 
Java*, Hadoop, and others, and has also collaborated with Google and Yahoo! on 
some of the earliest Hadoop implementations. Intel works with software vendors to 
optimize their code to run effectively on the latest Intel® Xeon® processors.

AWS uses servers based on the Intel® Xeon® processor E5 product family, which 
are the best choice for Hadoop workloads and deliver exceptional performance for 
distributed computing environments. 

1. Top500: Amazon EC2 Cluster Compute Instances, ranked 127th fastest supercomputer as of June 2013.
Copyright © 2013 Intel Corporation. All rights reserved. Intel, Xeon and the Intel logo are trademarks of Intel Corporation in the U.S. and other countries. 
*Other names and brands may be claimed as property of others.
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